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ABSTRACT 

Measures of the spatial coherence and correlation of rainfall within extreme storms are a key 

input into many aspects of hydrological modelling, including selection of appropriate areal 

reduction factors, the estimation of rainfalls for concurrent tributary flows, and the joint 

probability analysis of rainfalls for the design of linear infrastructure. 

This paper outlines two measures for describing spatial variability in rainfall: correlation-

distance functions for rainfalls at gauge locations within two specific catchments, and depth-

area curves fitted to regional annual maxima identified in two PMP zones. These two methods 

are “catchment-centred” and “storm-centred” approaches respectively, where catchment-

centred approaches include the additional consideration of storm centring relative to the 

catchment of interest. 

Annual maxima identified from AWAP gridded daily rainfalls were used as a basis for both 

methods. Catchment-specific gauge pair correlations were constructed using gauge locations 

in and around the catchments of interest. Use of regional storm information involved stochastic 

transpositions of the regional events to the catchments of interest, simulating catchment 

average rainfalls generated by extreme storms that wholly or partially cover the catchment. 

For any particular regional storm there was found to be a large variety in correlations between 

particular gauge pairs. Correlation was well described by the distance between gauges, and 

the uncertainty in the correlation-distance relationship when considered across all storms was 

consistent with curves fitted to storms local to the catchments. 

Depth-area curves were constructed by identifying maximum areal rainfalls for ellipses of 

different areas. The degree of spatial uniformity was found to vary significantly between 

storms. Depth-area curve shape was not found to be materially linked to storm magnitude. This 

variability highlights the challenges in attempting to describe the spatial coherence and 

dependence of storms with a universal set of areal reduction factors. 

INTRODUCTION 

The spatial variation in rainfall during an extreme storm can have a significant influence on estimates 

of flood magnitude and consequence. The average rainfall over a large catchment can be significantly 
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smaller than the largest single point rainfall in the storm, and the timing and magnitude of flood peaks 

can vary depending on where the most intense rainfall occurs within the catchment. Additionally, 

when assessing dambreak consequences, flood timing often governs the efficacy of evacuation in 

mitigating potential loss of life; consequently, natural flooding coincident with the dambreak flood in 

areas around the dam catchment is an important consideration. Design of linear infrastructure also 

involves similar consideration of flood timing and coincident rainfall. 

Given these requirements, measures of storm spatial coherence are often required in flood modelling. 

This paper describes two methods for characterising storm spatial variability.  

The first method (“correlation-distance function”) involves relating the correlation of rainfall at two 

particular points within the catchment to the distance between the two points. The second method 

(“depth-area curve”) instead relates the average rainfall depth over a storm-bounding ellipse to the 

size of the ellipse. The correlation-distance function method represents a catchment-centric view of 

storm spatial variability, whereas the depth-area curve method is instead a storm-centric approach. 

The depth-area curve approach considers only the dependence of average rainfall on storm area, 

whereas the correlation-distance function approach considers the spatial variability of the storm 

combined with the different likelihoods of where the storm could occur relative to the catchment of 

interest.  

The correlation-distance function approach is closer to how design hydrology rainfall inputs are 

typically constructed; that is, properties of storms are only considered for the effect they have on 

rainfalls over different areas of a catchment. In contrast, the depth-area curve approach gives insight 

into the average variability of rainfalls across different spatial scales, without giving explicit 

consideration to their location. 

Application of the two approaches is illustrated for two catchments: the Warragamba Dam catchment 

in New South Wales and the Paradise Dam catchment in Queensland. The two catchments are shown 

in Figure 1. All analyses in this paper focus on the two-day rainfall burst duration. 

 

Figure 1. Map showing Warragamba and Paradise catchments 

CORRELATION-DISTANCE FUNCTIONS 

The adopted method of correlation-distance estimation is based on the approach presented in 

(Nathan et. al. 2016). In (Nathan et. al. 2016) correlation-distance functions were used as a measure of 

storm spatial coherence in order to estimate AEPs for extreme rainfall depths. However, the method 

has broader applications relevant to the stochastic generation of rainfall spatial patterns for design 

flood hydrology. 



 

 

Estimation of the correlation-distance function is based on the rainfall daily gauge network in each 

catchment of interest. The rainfall gauge locations are shown in Figure 2. Though this method of 

spatial dependence estimation is intended for use with rainfall gauge information at discrete points, 

other methods presented in this paper rely on gridded rainfall estimates. To ensure a consistent basis 

for comparison across different procedures, rainfalls from the Australian Water Availability Project 

(AWAP) gridded rainfall dataset (Jones et. al. 2007) at each gauge location were used in lieu of the 

gauged rainfall values. 

 

Figure 2. Gauge locations for each catchment 

Identification of local storms 

Storms local to both the Warragamba and Paradise catchments were identified using the AWAP 

gridded rainfall dataset. Daily time-series of catchment average rainfall were calculated using the 

AWAP data, and the 50 largest events (over a two-day burst duration) were extracted as the local 

storm sample. 

Method for extracting correlation-distance information from local storms 

Rainfalls from the local storms at each rainfall gauge location were extracted. Correlations can be 

evaluated in different domains to suit the analysis for which they will be used; for example, the 

correlations could be undertaken in the arithmetic (or logarithmic) domains if the results are to be 

used in simple bivariate approaches, or else they could be assessed in the probability domain for use 

with copula approaches which involve the stochastic generation of correlated Gaussian functions. 

Generally, there is not a material difference in the results, though in this case we assessed correlations 

on the basis of the sample exceedance probabilities to ensure that extreme outlier events were better 

represented. The sample exceedance probabilities of each event were estimated from Generalized 

Extreme Value (GEV) distributions fitted by L-moments to the rainfall annual maxima at each 

location. 

The rainfall AEPs were then used to calculate correlations between each possible pairing of gauge 

locations. To generalise this information into a correlation-distance function the correlation values 

were sorted into bins based on the distance between the corresponding gauges. The median correlation 

in each bin was then calculated. 

The resultant local storm correlations are shown in Figure 3 and Figure 4.  



 

 

 

Figure 3. Warragamba local correlation-distance function 

 

Figure 4. Paradise local correlation-distance function 

As expected, correlations between the gauges reduced the further apart they were. Rainfall at the 

gauges became uncorrelated when they were ~90km apart for Warragamba and ~150km apart for 

Paradise. For locations further apart the correlations became negative; when one gauge received 

significant rainfall, the other was unlikely to. This reflects the likely spatial extent of the storms over 

each catchment. 

A limitation of this approach is that the results are tied to the arrangement of gauges in the catchment. 

The degree of uncertainty associated with sample size changed for different distances; for example, 

there are many more unique gauge pairs in the short to medium distance range than there are gauges 

that are far apart. 

For both Warragamba and Paradise there was a wide range in correlations for medium distances 

between gauges. For example, in the Paradise catchment the gauge pairs that are approximately 

110km apart have correlation coefficients between -0.4 to 0.6. To determine if the variation in 

correlation could be attributed to a property of the catchment, gauge pairs that resulted in correlations 

±0.2 from the median were plotted in Figure 5. 



 

 

 

Figure 5. Gauge pairs with correlations different from median 

For Warragamba the highest correlations were oriented north to south, and the lowest correlations 

were oriented east to west. Similarly, for Paradise the highest correlations were oriented north-west to 

south-east, and the lowest correlations were oriented north-east to south-west. These correlations are 

consistent with the typical rainfall conditions in each catchment. Figure 6 shows the 2% AEP 

Intensity Frequency Duration (IFD) design rainfall depths (BoM, 2016) for each catchment. For both 

catchments it can be seen that the high correlation gauge pairings are aligned with design rainfall 

isohyets, whereas the low correlation pairs are oriented perpendicular to the slope in the design 

rainfall depth field.  

 

Figure 6. IFD design rainfall depths for each catchment 

This emphasises that the constructed correlation-distance curves are sensitive to the typical rainfall 

conditions in these catchments (e.g., due to orographic effects). The alignment of the gauge network 

relative to these patterns of rainfall likelihood can influence the shape of the correlation-distance 

function, which limits the degree to which these relationships can be generalised between catchments. 



 

 

Identification of regional storms 

To test whether similar correlation-distance functions would be observed for more extreme events, the 

local data at each catchment was supplemented with regional maxima.  

Regional annual maxima were identified using the AWAP rainfall grids. The grids were first 

“normalised” to ensure that the PMP zones (as defined by BoM, 2021) could be treated as 

meteorologically homogeneous zones. In other words, that it would be equally likely for a storm to 

occur at any location within the zone, and that high elevation areas would not be overrepresented in 

the storm sample. This normalisation involved dividing each day of AWAP rainfall by the 2% AEP 

design rainfall depths. A limitation of this approach is that there is no AWAP or IFD rainfall 

information outside the coast of Australia; consequently, areas along the coast are poorly sampled. 

Each of the relevant PMP zones were searched to find the annual maximum average normalised 

rainfall over an area of roughly equivalent size to the corresponding catchments (10,000km² for 

Warragamba and 30,500km² for Paradise). The storm areas were taken to be elliptical, with 

eccentricity chosen to match the relevant catchment. The ellipses were required to be centred within 

the PMP zone being searched, and 360° rotation of the ellipses (in 30° increments) was considered 

when identifying the maxima. Annual maxima were extracted for each water year (1st July – 30th 

June) between the 1st of July 1900 and the 30th of June 2019 (i.e., 119 maxima in each sample). 

Figure 7 shows the sample of regional maxima for each PMP zone. The fact that the maxima are 

spread uniformly across each zone (rather than concentrated in high rainfall areas) indicates that the 

use of the IFD grid as a normalisation variable has been effective. 

 

 

Figure 7. Regional maxima samples for GSAM and GTSMR Coastal regions 

Method for extracting correlation-distance information from regional storms 

To extract correlation-distance information from the regional storms they must first be transposed to 

the catchments of interest. However, because material catchment rainfall can still be generated by 

storm centrings where the catchment is only partially covered, there are many locations the regional 

storms could be transposed to. Consequently, a stochastic method of transposition was devised. 

For each maximum the storm was transposed to a random location in or around the catchment of 

interest. Because of the IFD-based normalisation applied to the grids the PMP zones were taken to be 

meteorologically homogeneous; consequently, each potential storm centre was treated as equally 

likely. The normalised rainfalls were converted back to absolute rainfall by multiplying the transposed 

normalised depths by the IFD values at the storm’s new location. This approach is summarised in 

Figure 8. 



 

 

 

Figure 8. Illustration of storm transposition to a random catchment location 

The resultant average depths over the catchment of interest were then calculated to determine if that 

rainfall represented a large to extreme event for the catchment. This was determined by comparison to 

catchment average IFD design rainfalls of three particular AEPs (1 in 2, 1 in 10 and 1 in 20). If the 

transposed storm resulted in catchment average rainfall that exceeded one of these IFD “thresholds” 

then that result was retained. This rejection sampling was intended to mirror how the local storm 

sample was defined to only include large to extreme storms.  

This process of randomised transposition and comparison to threshold values was repeated tens of 

thousands of times. Finally, the rainfall depths at each gauge location were extracted and the AEPs 

evaluated (as with the local storms) for each of the retained results. These AEPs were used to 

construct individual correlation-distance functions for each regional storm, which median and 

percentile values could then be calculated for.  

Note that for some combination of regional storms and IFD thresholds it was not possible to identify a 

transposition location because the regional storm was not rare enough to achieve the lowest rainfall 

threshold of interest. Consequently, the number of storms used to construct the median correlation-

distance functions was sometimes less than the full set of 119 storms. 

A limitation of this method is that it represents a slightly different type of correlation than the local 

storm approach. The local approach represents the correlation in the rarity of rainfall between gauge 

pairs for different storms, whereas the regional approach measures the correlation in the rarity of 

rainfall between gauge pairs for different realisations of a particular individual storm (averaged over 

different storms). Nevertheless, the two approaches are sufficiently similar to directly compare. 

Regional correlation-distance function results 

The correlation-distance functions constructed from the regional storms are shown in Figure 9 for 

Warragamba and Figure 10 for Paradise. The correlation-distance functions were not found to be 

significantly sensitive to the somewhat arbitrary choice of IFD threshold, with the difference in 

medians between each IFD threshold value being smaller than the 90% confidence interval of any 

particular threshold assumption. This is in spite of there being a significantly smaller number of 

regional storms that could result in the rarer AEP thresholds being exceeded, particularly for 

Warragamba (where the difference between the 1 in 2 and 1 in 20 thresholds is 62 storms).  



 

 

 

Figure 9. Warragamba regional correlation-distance functions 

 

Figure 10. Paradise regional correlation-distance functions 

For both catchments the local storm approach resulted in higher correlations than the regional 

approach for most distances. However, the local approaches were largely within the confidence 

intervals of the regional estimates, which indicates that these differences are not significant. This 

consistency between local and regional suggests that the level of spatial coherence in the local storms 

is similar to the rarer regional storms.  

Additionally, both the local and regional approaches exhibited flatter correlation-distance curves at 

the longer distances between gauges. For the regional approach the degree of flatness increased for 

rarer thresholds. This can be attributed to the fact that storms must land more directly over the 

catchment for the rarer threshold to be exceeded. An example of this is shown in Figure 11 and Figure 

12. Figure 11 shows transposed storm centres of one example regional storm in the GSAM Coastal 

region that led to the IFD thresholds being exceeded.  



 

 

 

Figure 11. (Left) Example storm (Right) Transposed storm centres for example storm that 

result in IFD thresholds being exceeded 

Figure 12 shows the resultant rainfalls depths at a pair of relatively separated gauges for each IFD 

threshold. For the rarer IFD threshold the storm is most often centred over the middle of the 

catchment, resulting in each gauge receiving a similar rainfall. Conversely, for more frequent IFD 

thresholds there are many iterations where the storm is centred much closer to one gauge than the 

other, leading to lower correlations. This demonstrates that the criteria used to retain storms 

influences the likely centrings of the storms, and will therefore impact on the correlation-distance 

function. 

 

Figure 12. Rainfall depths at an example gauge pair (as shown in Figure 11) for different IFD 

thresholds 

  



 

 

DEPTH-AREA CURVES 

Method for constructing depth-area curves 

Depth-area curves were constructed for each of the regional annual maxima identified (as discussed 

above). For each storm, areal rainfalls were calculated for a range of different ellipse sizes. To ensure 

that the depth-area curves could be compared between storms the normalised rainfall grids were 

scaled to match the average depth over the maximum ellipse used to identify the regional annual 

maximum (hereafter the “maximum” ellipse). This ensured that the average value of the scaled grid 

over the maximum ellipse was one. These scaled grids are hereafter referred to as the “rainfall spatial 

pattern”. 

Depth-area curves were first constructed using concentric ellipses centred on the maximum ellipse. 

This approach is shown in the left panel of Figure 13. However, it was found that because rainfall 

spatial patterns were rarely perfectly elliptical this resulted in ellipse average rainfalls that did not 

monotonically decrease for increasing area (Figure 14). Consequently, each of the ellipses were 

moved to maximise the normalised rainfall depths (as shown in the right panel of Figure 13).  

 

Figure 13. Illustration of different depth-area curve construction methods for the GSAM 

Coastal PMP zone 2-day water year 1963 storm 

 

Figure 14. Depth-area curves for the example storm shown in Figure 13 



 

 

This resolved the issue for most storms. Similarly, for some storms the rainfall spanned multiple PMP 

zones, with large depths occurring outside the zone of interest. The ellipses (including the maximum 

ellipse) were therefore adjusted, allowing placement outside the relevant PMP zone for the purpose of 

correctly identifying the largest rainfall. 

Depth-area curve results 

The depth-area curves for the sample of GSAM Coastal sample are shown in Figure 15, and the 

curves for the GTSMR Coastal storms are shown in Figure 16. For context, the depth-area curves 

were compared to the corresponding information from the ARR areal reduction factors (ARFs) 

(Jordan et. al. 2019) and the corresponding PMP methodology reports (BoM 1996 and 2004 

respectively). Note that the ARFs in these plots have been extrapolated beyond the limit of intended 

usage (30,000km²), and that ARFs do not reflect depth area curves for an individual storm (i.e., they 

are only presented for context, rather than direct comparison). 

 

Figure 15. Depth-area curves for Warragamba Dam catchment (GSAM Coastal PMP zone) 

 

Figure 16. Depth-area curves for Paradise Dam catchment (GTSMR Coastal PMP zone) 



 

 

For both the PMP zones examined the storm spatial patterns exhibited significant variability. Point 

rainfalls range from ~120% - 220% of the maximum ellipse values. This range is generally greater 

than what is indicated by the ARFs derived for the 1% AEP events (Jordan et. al. 2019), but smaller 

than the curves derived for the PMP catalogue (BoM 1996 and 2004). 

To determine if the degree of spatial coherence was linked to storm magnitude the depth-area curves 

in Figure 15 and Figure 16 were coloured based on their rank in the regional sample. The rank of each 

storm was determined using normalised rainfall depths, and the rarest ten storms in each sample were 

highlighted in red. It is seen that spatial variability is not strongly linked to storm magnitude. In both 

PMP zones storms with a large degree of spatial variability could be ranked either high and low. For 

the GTSMR Coastal zone all of the top ten storms had 150km² areal averages below 150% of the 

30,5000km² value, however the storms with a value above 150% had ranks from 13 to 119. 

The storm variability and rarity relationships are presented in a different way in Figure 17 and Figure 

18. The areal average for the smallest sampled ellipse is used as a measure of storm spatial variability. 

These plots show that storm spatial coherence is not materially linked to storm rarity. 

 

Figure 17. Warragamba storm spatial variability vs. storm rarity 

 

 

Figure 18. Paradise storm spatial variability vs. storm rarity 

 



 

 

CONCLUSIONS 

This paper considered two approaches for measuring storm spatial coherence for two catchments in 

the tropical and coastal regions of Australia. In both methods storm spatial variability was not 

observed to materially change with respect to storm magnitude; for the correlation-distance function 

approach the local and regional storms yielded similar results, and for the depth-area curve approach 

the shape of the curves was not found to be strongly linked to storm rank. 

Correlation-distance functions were found to well describe storm spatial coherence in a catchment-

centric way. However, the method was sensitive to both the locations of the gauges in the catchment 

and heterogeneity in the likelihood of storms in the catchment. Future research may consider methods 

to address these limitations; for example, by calculating correlations based on normalised rainfalls. 

Additionally, the correlation-distance functions were found to be sensitive to the criteria used for 

selection of the storm sample. Samples comprised of rarer storms were more likely to be centred on 

the middle of the catchment. 

The depth-area curve approach demonstrated the significant variability of the spatial patterns of 

storms. The majority of regional storms considered exhibited significantly steeper rainfall gradients 

than the areal reduction factors (here used as an indication of an average spatial pattern). This 

highlights the importance of considering rainfall spatial variability in hydrologic studies. 
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